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ABSTRACT
Currently, the web-based Named-Entity relationship extrac-
tion has been a hot research field. The goal of web-based
entity relationship extraction is to explore the relationship
between a set of realistic entities. It’s a challenging research
issue and can be widely used in many related applications of
Information Retrieval. Based on the traditional entity rela-
tionship extraction frameworks, we propose a newly frame-
work named Snowball++ in this paper. In our Snowball++
framework, we focus on the extraction of many-to-many re-
lations more than the extraction one-to-one relations. The
system is also implemented to extract the many-to-many
relationships. Our method achieves a good performance al-
though there are a few prior labels in training set. In ad-
dition, to process large-scale Web data, we implement the
Snowball++ framework on the Hadoop platform which is a
distributed computing system. The experiments show that
our proposed framework is efficient and effective.

Keywords
Named-Entity, entity relationship extraction, Hadoop, dis-
tributed system

1. INTRODUCTION
In past decades, the rapid development of World Wide

Web leads to the explosion of data on the Internet. Every-
one in the world is continuously producing data. Therefore,
a great change is under way in the technology, business,
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management and finance fields. The era of “Big Data” is
coming which is changing our lifestyle and even our way of
thinking.

The extraction of Web-based Entity Relation is a fasci-
nating research issue, which is to extract relationships be-
tween entities from a corpus. The Web-based Entity Rela-
tion Extraction is meaningful in the Information Retrieval,
Question Answering and many other related fields of Natu-
ral Language Processing.

The Named-Entity is a person, group or object which
exists in the real world (e.g., “Barack Obama”, “House of
Cards”, “the Forbidden City” etc.). This paper focuses on
the extraction of relationships (e.g., “is husband of”, “is au-
thor of” etc.) between entities. Given a context containing
two or more entities which were already annotated, our goal
is to extract the relation between these annotated entities.
For example, the sentence “Liu Kaiwei and Yang Mi held a
wedding ceremony in the Tahiti” contains two entities, i.e.,
Liu Kaiwei and Yang Mi. From the context of this sentence,
we can detect that “Liu Kaiwei” and “Yang Mi” are couple.

Currently, there are some methods having been proposed
to extract the relationship of entities [1, 4, 3]. Agichtei
and Gravano [1] focus on the one-to-one relationships, such
as, a company and its headquarters. However, the entity-
relationship is many-to-many in most cases. Accordingly,
J.Zhu, Z.Nie and X.Liu [4] improve this method to extract
many-to-many relationships. However, their method is too
time-consuming to deal with the large amount of data on
the Internet. In another work, Ndapandula and Martin et
al. [3] propose a method which can achieve a good efficiency
on the large-scale data. A limitation of this method is that
it needs a large amount of training data in order to increase
the precision.

To address the above limitations, we propose Snowball++
framework which is based on the Snowball [1]. The Snow-
ball++ is to extract the many-to-many relationships more
than the one-to-one relationships in the original Snowball.
It also deals with multi-type relationships simultaneously
during each iteration of the extraction process. As a result,
the recall of relationships gets a considerable improvement.



Each pair of entities that contains relationship will be as-
signed a specific relation type. Besides, Snowball++ needs
a few manual labels.
The development of distributed computing programming

flourishes the research of big data. The well-known MapRe-
duce programming framework [2] and Hadoop platform help
us building a flexible and scalable distributed entity relation
extraction framework. In Snowball++, the whole process ex-
ecutes on the Hadoop platform and follow the MapReduce
programming framework. Thus, our Snowball++ is efficient
and scalable.

2. RELATED WORKS
Agichtei andGravano [1] propose a heuristic system named

as Snowball to generate entity-relationship patterns and pairs.
The Snowball includes an effective evaluation method to
measure the generated entity-relationship patterns. This is
an online learning system which can continuously improve
itself. However, Snowball focus on the one-to-one relation-
ships (e.g., a company and its headquarters), and there is
only one type of relationship is concerned when the system is
running. This is not flexible and robust because the entity-
relationship is many-to-many in most cases. For example, a
movie and it’s actors is not one-to-one, i.e., the movie may
have more than one actor and an actor may have partici-
pated in a lot of movies.
J.Zhu, Z.Nie and X.Liu [4] improve the Snowball by sup-

plementing a Markov Logic Network and name their new
framework as StateSnowball. The learning process of Markov
Logic Network improves the evaluation of entity-relationship
pairs. It involves the weights into the model to generate
entity-relationship pairs. Their StatSnowball improve the
recall of the extraction process but cannot assign a relation
type to each extracted entity pair. Besides, they proposed
a popular websites called “Renlifang” based on the research.
Overall, the StatSnowball is too time-consuming to deal with
the large amount of data on the Internet since it’s a deep
parsing process.
Ndapandula, Martin and Gerhard [3] propose the PROS-

PERA framework since they recognized the difficulty in bal-
ancing recall and precision. Considering that the heuris-
tic strategy may lead to lower recall and the deep pars-
ing method may lead to high consuming, they proposed a
method by the n-gram manner. The PROSPERA improves
the recall and efficiency. They also elaborate their imple-
mentation in the Hadoop platform which is a scalable and
flexible distributed system. However, the n-gram method
needs large amount of training data.

3. THE PROPOSED FRAMEWORK
The Snowball++ framework contains the following steps:

1. Match the “Entity-Relationship Patterns” in the doc-
uments by using the seeds. The seeds are acquired by
collecting the Entity-Relationship pairs from the struc-
ture web resources (e.g., Douban.com). The “Entity-
Relationship Pattern” is a text which contains seed
pair.

2. Extract more new Entity-Relationship pairs from the
documents by employing the“Entity-Relationship Pat-
terns”. The newly extracted pairs will be evaluated by
a similarity measurement and the low similar pairs will
be neglected.

3. The high-credible new pairs will be added to seeds and
using in the next extraction iteration.

3.1 Acquiring the Entity-Relationship Patterns
The “Entity-Relationship Pattern” is a short text which

contains seed pair. We firstly extract the texts which are
matched by seeds. The pattern can be presented by seg-
mented to three vectors:

p =< left, tag1,middle, tag2, right, relationtype > (1)

where the tag1 and tag2 are the feature tags of two en-
tities from one seed pair. In the experiments, our enti-
ties are mainly gathered from four classes (i.e., P-people,
M-movie/drama, S-music, B-book). The left, middle and
right are vectors of three part of texts which are separated
by the two tags. The relationtype denotes the concrete re-
lation type (e.g., “is father of”) of a pattern. Besides, the
vectors are regularized after extraction of them. Here is a
typical pattern sample

p =< {}, P, {sing v 0.049823112}, S,
{at p 0.02461, concert n 0.03371}, singer >

(2)

where a word contains three parts which are word, POS tag
and its term frequency in each vector. During the extraction
process, two patterns is merged if their similarity exceed an
empirical threshold. The new merged pattern is

p =< l̄, t1, m̄, t2, r̄, relationtype > (3)

where the l̄, m̄ and r̄ are the average values of the original
vectors. Note that only the two patterns belong to the same
relation type can be merged.

3.2 Extracting the Entity-Relationship Pairs
After getting considerable“Entity-Relationship Patterns”,

we employ them to extract new “Entity-Relationship Pairs”
in the corpus. The pairs can also be formulated as the vec-
tor form of patterns. The newly extracted pairs are then
measured by counting the similarity between the existing
patterns. The pairs with higher similarity (i.e., exceed an
empirical threshold) are remained and the others are ne-
glected. The pairs will be assigned a relation type by voting
algorithm, i.e., voted by the most similar patterns.

For example, assume that we get a pair like

p =< {}, Jay, {sing v 0.043823}, Juhuatai,
{at p 0.021325, concert n 0.034371}, null >

(4)

which contains two entities (i.e., “Jay” and “Juhuatai”). Its
most similar pattern is (2). Therefore, we can assign the
“singer” type to the pair and acquire a “Entity-Relationship
pair” which is (Juhuatai, Jay, Singer).

3.3 Evaluation of the Candidate Relationship
Pairs

The evaluation and filtrate of the entity-relationship pairs
is the most important step in the Snowball++. Only the
convincible entity-relationship patterns can extract valuable
entity-relationship pairs. Furthermore, only the valuable
entity-relationship pairs can be the effective seeds which will
be used in the next iteration.

We can collect all the entity-relationship patterns in the
previous step. These patterns are generated by seeds, so



their relation types are known. Since every pattern can ex-
tract more than one pair and these pairs are assigned pos-
sible relation types, we can scan a pattern and some pairs
which were generated by the pattern. If a pair’s relation
type is the same with the pattern’s, we put the pair into
the “positive pattern set”, and the others are put into the
“negative pattern set”. Eventually, patterns are evaluated
by the following formula

Support(Pattern) =
| Positiveset |

| Positiveset |+ | Negativeset |
(5)

in which we can acquire the Support value of a pattern. It
is based on the intuition that a pattern is more convincible
if it can extract more pairs whose relation type is equal to
the pattern’s.
It’s worth noticing that the Support evaluation is totally

different with the original Snowball. Since our Snowball++
aims to extract the many-to-many relationships, this Sup-
port evaluation is more robust in the many-to-many situa-
tion.
After counting all the pattern’s Support scores, we use

them to evaluate the pairs generated in this iteration. Since
each pair can be extracted by more than one pattern. We
give a possibility to the pair by checking the Support scores
of patterns which can extract this pair. Analogously, we still
call it as Support

Support(Tuple) = 1−
P∏

i=0

(1− Support(Pi)) (6)

where the Pi represents each pattern.
Eventually, we set an empirical threshold T sup to filter

the highly convincible pairs as new seeds and add them into
the seed set which will take part in the next iteration.
Finally, in order to process large amount of data and build

the system more scalable, we implement our Snowball++
system in the MapReduce programming manner.

4. EXPERIMENTS

4.1 Dataset
The datasets for the experiments are summarized to struc-

tured and unstructured data. The structured data are crawled
from the Douban.com, MTime.com, JD.com and many other
websites which provide the data with explicit relation infor-
mation. The data from these websites can be the seeds to
extract the implicit entity-relationship patterns in the semi-
structured or unstructured data.
The unstructured data is crawled from baike.baidu.com.

The baike.baidu.com is a big encyclopedia which contains
more than 7 million entries. It has a good timeliness and
coverage. We collect 1,543,669 entries from it and integrate
them as a 100GB-sized corpus. We extract texts contains
100 pairs of entities which involve people, movies, music and
books and call this subset as “100-Tuple”.
Our entities are provided by the NDBCCUP20141. It con-

tains four kinds of entities which are people(P), movies(M),
music(S) and books(B). Each entity has an exclusive ID for
distinguishing.

1http://iir.ruc.edu.cn/ndbccup2014/

Table 1: The number of positive pairs extracted
from “100-Tuple”

Approaches Positive pairs

Snowball 53
PROSPERA 60
Snowball++ 61

Iterations / times 

1 2 3  
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Figure 1: Precision of Three Frameworks

4.2 Results of comparison
In the experiment, we implement the PROSPERA [3]

proposed by Ndapandula et al. and the original Snowball
as the baseline approaches.

The comparison experiments include three parts. First,
we extract entity-relationships from the “100-Tuple” with
1000 seeds by the Snowball++, Snowball and PROSPERA.
The results are evaluated by the precision and recall.

Second, we conduct the extraction process from“100-Tuple”
with different amount of seeds. We select 200, 1000 and 5000
seeds respectively to generate three seed sets.

Finally, we employ the three frameworks to conduct the
extraction process in the 100GB-sized corpus crawled from
baike.baidu.com. Since the amount of the data is too large,
we implement the three framework in distributed manner
and also compare their efficiency.

The Table 1 shows the result of first experiment. It’s the
number of positive pairs extracted after three iterations. We
can find that our Snowball++ framework acquires the best
performance among the three frameworks.

The Figure 1 and Figure 2 show the precision and re-
call evaluation of the three frameworks. It obvious that our
Snowball++ acquires the best performance and the Snow-
ball is the worst.

The Figure 3 and Figure 4 show the result of second ex-
periment. Our Snowball++ can get a higher performance
than the PROSPERA when the seeds is less, while PROS-
PERA outperforms Snowball++ when the number of seed is
growing. It denotes that our Snowball++ needs less manual
supervising and the PROSPERA is sensitive to the number
of prior knowledge.

Finally, we implement three frameworks in the Hadoop
platform. We employ four PC servers with 16G-memory
and intel i7 processer to form a small cluster. We employ
1000 pairs of seeds in this extraction. The Figure 5 shows
the efficiency of these three frameworks. The PROSPERA is
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Figure 2: Recall of Three Frameworks
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Figure 3: Precision of Three Frameworks
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Figure 4: Recall of Three Frameworks

snowball PROSPERA snowball++
3

3.6

4

4.5

5

5.5

6

R
un

ni
ng

 T
im

e 
/ h

ou
rs

Figure 5: The running time of three frameworks

time-consuming because it needs to traverse the documents
to acquire the frequent words. Since our Snowball++ and
PROSPERA can acquire the higher performance and our
Snowball++ is more efficient, Snowball++ is a good enough
framework.

5. CONCLUSION
The Web-based Entity-Relationship Extraction is a new

research field with a tremendous potential. We propose a
new extraction framework based on the Snowball, StatSnow-
ball and PROSPERA frameworks.

Comparing with the original Snowball, the Snowball++
consider the many-to-many multi-relations more than the
one-to-one relations. We modify the evaluation method for
the entity-relationship pairs and accomplish to improve the
recall and precision. Besides, be different with the Stat-
Snowball, we assign a specific relation type to each entity-
relationship pair.

Comparing with the PROSPERA system, Snowball++
can acquire a better performance with small amount of prior
knowledge. Besides, the PROSPERA and our Snowball++
can be implemented in the distributed manner and Snow-
ball++ is more efficient than the PROSPERA.
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